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Privacy? I Can’t Even! 
Making a Case for User-
Tailored Privacy
Bart P. Knijnenburg | Clemson University

T he advent of e-commerce, 
smartphones, and social net-

works has created a wealth of com-
pelling online experiences that are 
rooted in the collection and use of 
users’ personal information and 
behavioral data. Users of these 
technologies thus face a dilemma: 
they want to enjoy the benefits that 
might result from sharing or disclos-
ing information, but they also fear its 
potential risks, such as experiencing 
identity theft or price discrimina-
tion, or leaving a negative impres-
sion. Most Internet users attempt 
to resolve this dilemma by making 
tradeoffs;1 for example, they might 
disclose some, but not all, of the 
information requested from them. 

Past research has shown that 
these privacy decisions are inher-
ently difficult, and people aren’t 
very good at them.2 So, how can we 
help users balance information dis-
closure’s benefits and risks so that 
they make good privacy decisions?

In this article, I make a case for 
user-tailored privacy, which models 
users’ privacy concerns and pro-
vides them with adaptive privacy 
decision support. Such an approach 

reconciles the need for extensive 
customizability with users’ lack of 
skill and motivation to manage their 
own privacy settings.

Notice and Consent’s 
Shortcomings 
Privacy experts have long advocated 
the practice of notice and consent: 
giving users comprehensive control 
over what data they want to share 
while providing them with informa-
tion about their decisions’ implica-
tions. Notice and consent are also 
at the heart of existing and planned 
regulatory schemes. 

The idea is that at least some 
minimum level of control over—
and information about—a system’s 
privacy practices is necessary to 
engage in a risk–benefit tradeoff 
about one’s personal information. 
As such, advocates argue that notice 
and consent empower users to regu-
late their privacy at the desired level.

However, recent research has 
shown that people aren’t always 
rational decision makers with 
regard to privacy, and fall prey to a 
fair number of situations or condi-
tions in which notice and consent 

not only don’t increase privacy 
but might also decrease it. Con-
sequently, several scholars have 
recently questioned the effective-
ness of the notice and consent 
paradigm.3,4

Context Effects
As with many decisions, users 
seem to have no fixed preference 
for privacy settings. Instead, their 
decisions depend on the other 
available options and, specifically, 
on their perception of the differ-
ences between these options. To 
demonstrate this context effect, we 
conducted a study in collaboration 
with Samsung Research in which 
users interacted with a mockup 
of a system that allowed them to 
share their location with friends, 
colleagues, and commercial enti-
ties (see Figure 1).5 Participants 
had four location-sharing options: 
nothing, city, city block, or exact 
location. We manipulated the pres-
ence of the city and exact location 
options between subjects. 

The results showed that when 
the city option was introduced, 
participants considered it a sub-
stitute for the subjectively closest 
remaining option. Thus, by mak-
ing this option subjectively closer 
to nothing or city block, sharing 
could be artificially increased or 
decreased, respectively.

Similarly, adding the exact loca-
tion option not only caused some 
participants to choose the exact 
location option rather than the city 
block option, but it also caused 
some to choose the city block 
option rather than nothing and 
city, because city block was now 
considered a compromise. In other 



words, the presence of the exact 
location option increased sharing 
across the board.

Control Paradox
Another problem with notice and 
consent is the control paradox, 
which suggests that although users 
claim to want full control over their 
data, they avoid the hassle of actu-
ally exploiting this control. In one of 
our studies,6 participants provided 
their contact information, personal 
interests, job skills, and health infor-
mation on a web form autocomple-
tion tool, and were then asked to 
test the tool on one of three exter-
nal websites: a blogging commu-
nity (BlogHeroes), a job search site 
(I♡WRK), and a health insurance 
site (Codacare).

Users of the autocompletion 
tool were less likely to consider per-
ceived risk and relevance in their 
decision to disclose. These results 
were compared to alternative tools 
that explicitly encouraged users to 
control their disclosure via add or 
remove buttons at the end of each 
field. We demonstrated that these 
new tools encouraged users to 
make decisions that were more pur-
pose specific. Indeed, participants 
in the add-button condition and 
the remove-button condition were 
more likely to disclose their per-
sonal interests to the blogging com-
munity, their job skills to the job 
search site, and their health infor-
mation to the health insurance site 
(see arrows in Figure 2). No such 
pattern was found for the traditional 
autocompletion tool.

Problems with 
Privacy Nudges 
Given such problems, research-
ers have recently explored the 
use of privacy nudging to sup-
port privacy decisions. Carefully 
designed nudges make it easier for 
people to make the right choices 
without limiting their ability to 
choose freely. The typical nudges 

privacy researchers explore are 
justifications, privacy seals, and 
default settings.

However, the nudges evaluated 
thus far have yielded disappoint-
ing results. Although they worked 
for some users, they left others 
unaffected or even dissatisfied with 
the applied nudge. The problem 
is that privacy nudges require the 
implementor to take an implicit 
stance on whether the nudge’s 
purpose is to increase or decrease 

disclosure. If we acknowledge that 
most users see privacy as a tradeoff, 
then we must conclude that uni-
versal privacy-protective nudges 
might actually threaten consumer 
autonomy. Instead, “smart nudges” 
should be implemented that align 
with the average user’s privacy 
preferences.

But what if the “average user’s 
privacy preferences” don’t exist? 
To wit, there’s ample evidence that 
people vary extensively in their 

Figure 1. Experimental location-sharing system. The availability of the city and 
exact location options was manipulated among subjects.
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information disclosure behavior,1 
and that even for the same person, 
decisions depend on the context in 
which they’re made.7 Therefore, I 
argue that it would be better to tai-
lor nudges to users and their con-
text. But before we can do that, let’s 
map out the dimensions on which 
people differ in their information 
disclosure behavior.

Contextualization of 
Privacy Decisions 
Existing research has proposed a 
wide variety of contextual vari-
ables that influence users’ privacy 
decisions, including user demo-
graphics and characteristics, type 
of information requested, requester 
characteristics, time and place of 
request, and potential interactions 
among these variables. To use these 
contextual variables in user-tailored 
privacy, we developed several meth-
odologies for structuring the influ-
ence of these contextual parameters 
on disclosure.

Dimensionality of 
Privacy Behaviors
The first context-structuring meth-
odology comprises a statistical 
method for uncovering dimensions 
in disclosure behaviors (or privacy 
behaviors in general) and for clus-
tering people on these dimensions 
to create distinct privacy profiles.8 

This method uses exploratory and 
confirmatory factor analyses to 
discover the data’s inherent dimen-
sionality (that is, which behaviors 
are most strongly related). It then 
employs a series of factor mixture 
analyses to classify participants 
on these factors, thereby creat-
ing behavioral profiles. Finally, it 
provides mechanisms that relate 
behavioral dimensions to other 
factors (such as attitudes or demo-
graphics) and that test for signifi-
cant differences on these factors 
between profiles.

We’ve used this methodology 
to uncover disclosure behavior 
profiles in an app recommender 
study, a Facebook study, and an 
e-commerce study.8 We’ve also 
used the methodology to uncover 
broader privacy behavioral profiles 
in a study of users’ Facebook privacy 
practices, including disclosure.9 Fig-
ure 3 shows the behavioral dimen-
sions, which represent coherent 
privacy-regulating activities users 
can engage in, as well as six privacy 
profiles, which represent groups of 
users who share similar “scores” on 
these dimensions (that is, they’re 
likely to engage in each activity to a 
similar extent).

Clustering of Recipients
Another methodology involves cre-
ating privacy-relevant categorization 

of recipients. This approach starts 
with a long list of categories of 
recipients ranging from very 
generic (such as family, friends, 
and acquaintances) to very specific 
(such as older friends, family mem-
bers who live far way, and people 
I’ve lost contact with). It then tests 
whether users’ preferences for any 
pair of categories are sufficiently dif-
ferent from each other (discriminant 
validity), and whether the recipients 
within a category are sufficiently 
similar (convergent validity). When 
either discriminant or convergent 
validity is lacking, the method sug-
gests merging or splitting the catego-
ries, respectively.

User-Tailored Privacy 
User-tailored privacy leverages the 
contextualized understanding of 
users’ privacy behaviors to provide 
personalized privacy decision sup-
port. Broadly speaking, user-tailored 
privacy first predicts users’ privacy 
preferences and behaviors based on 
their known characteristics. It can 
then use these predictions in two 
ways. One is to provide automatic 
default settings, request orders, or 
suggestions in line with users’ dis-
closure profiles.10 The other is to 
provide justification-style nudges in 
situations where they’re needed, but 
only to users who can be expected 
to react favorably to them.11

I conducted a comprehensive 
evaluation of a demographics-based 
health recommender system that 
provides adaptive request orders.10 
In this system, users’ answers to 
demographic questions ranging 
from innocuous (for example, age 
and gender) to very sensitive (for 
example, debt, savings, and number 
of sexual partners) inform recom-
mendations for a healthy lifestyle. 
This system embodies the privacy 
personalization paradox: answer-
ing the demographic questions 
increases the recommendations’ 
quality but also constitutes a pri-
vacy threat.

Figure 2. Participants’ disclosure rate by website and information type for a traditional autocompletion 
tool (left) and an experimental tool with buttons to selectively “remove” information from the form (right).
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Not every answer is equally use-
ful to the recommender, so the sys-
tem asks the most useful questions 
first. However, if a question is so 
sensitive that users are unwilling to 
answer it, it’s not useful whatsoever. 
The system thus makes a tradeoff by 
prioritizing questions that are useful 
to the recommender but that don’t 
surpass a certain sensitivity thresh-
old. This threshold can either be 
static or be adapted to users’ privacy 
concerns on the fly (as indicated by 
their answering behavior).

The system in my experiment 
had three sections (see Figure 4). 
The middle section lists recom-
mendations that are dynamically 
selected based on a utility model. 
Users can click on a recommenda-
tion to learn more about it, and then 
decide whether to put it in one of 
the following “baskets” in the bot-
tom section: “I want to do this,” “I 
already do this,” or “I don’t want to 
do this.” The top section asks ques-
tions in a sequential order, and 
the users’ answers serve to update 
the utility model (and therefore 
the recommendations) continu-
ously; these updates are based on 
previously collected data that cor-
relates possible answers with user 

preferences. Users can skip ques-
tions they deem too sensitive or 
stop answering questions once 
they’re satisfied with the current 
recommendations. In the experi-
ment, I manipulated the order of 
the questions in the top section as 
follows: 

 ■ Most- or least-sensitive first: the 
questions were asked in order of 
either decreasing or increasing 
sensitivity.

 ■ Most useful first: the questions 
were asked in order from most to 
least useful.

 ■ Static tradeoff: questions with a 
sensitivity below a certain thresh-
old were asked starting with the 
most useful first; once these were 
depleted, the remaining questions 
were asked with the least sensitive 
first.

 ■ Adaptive request: same as static 
tradeoff, but the threshold 
was adapted to users’ previous 
disclosures.

The adaptive condition didn’t 
result in the hypothesized benefits, 
but the conditions that traded off 
usefulness and sensitivity did indeed 
improve the users’ experience. In 

particular, using a static tradeoff 
with a high sensitivity-to-usefulness 
threshold resulted in higher levels 
of trust and user satisfaction among 
participants with domain expertise 
or low privacy concerns. Moreover, 
the tradeoff and adaptive request 
orders resulted in better recommen-
dations than the most useful first 
condition because users answered 
more questions when the algo-
rithm avoided overly sensitive ques-
tions. As such, the study showed the 
promise of using automatic means 
to relieve some of the burden of 
controlling one’s privacy tradeoffs. 
Future improvements to the adap-
tive request order might make this 
fully adaptive version more accept-
able to users.

I nformation privacy law expert 
Daniel Solove argues that “there 

is no silver bullet, and so we must 
continue to engage in an elaborate 
dance with the tension between 
[privacy] self-management and 
paternalism.”4 User-tailored pri-
vacy aims to strike a balance 
between giving users no control 
over their privacy (a paternalis-
tic approach) and giving them full 

Figure 3. The six privacy profiles uncovered from a survey of Facebook users’ privacy practices.
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control and information. User-  
tailored privacy makes privacy 
decisions less burdensome by 
providing users with the right 
privacy-related information and 
the right amount of privacy control 
to be useful but not overwhelming 
or misleading. In this way, it realis-
tically empowers users by enabling 
them to make privacy-related deci-
sions within the limits of their 
bounded rationality. 
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